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Abstract. Due to the difference between processor speed and mem-
ory speed, the latter has steadily appeared further away in cycles to the
processor. Superscalar out-of-order processors cope with these increasing
latencies by having more in-flight instructions from where to extract ILP.
With coming latencies of 500 cycles and more, this will eventually derive
in what we have called Kilo-Instruction Processors, which will have to
handle thousands of in-flight instructions. Managing such a big number
of in-flight instructions must imply a microarchitectural change in the
way the re-order buffer, the instructions queues and the physical regis-
ters are handled, since simply up-sizing these resources is technologically
unfeasible. In this paper we present a survey of several techniques which
try to solve these problems caused by thousands of in-flight instructions.

1 Introduction and Motivation

The ever increasing gap between processor and memory speed is steadily in-
creasing memory latencies (in cycles) with each new processor generation. This
increasing difference, sometimes referred to as the memory wall effect [33] af-
fects performance by stalling the processor pipeline while waiting for memory
accesses. These scenarios are very common in superscalar out-of-order micropro-
cessors with current cache hierarchies.

In these processors, when a load instruction misses in L2 cache, the latency
of the overall operation will eventually make this instruction the oldest in the
processor. Since instructions commit in order, this instruction will disallow the
retirement of newer instructions, which will fill entirely the re-order buffer (ROB)
of the processor and halt the fetching of new instructions.

When this happens, performance suffers a lot. The amount of independent
instructions to issue is limited due to the lack of new instructions. Eventually, all
instructions independent on the missing load will get executed and the issuing
of instructions will stop. In the left side of Fig. 1 we can see the different IPC
for a 4 way processor different latencies to main memory (100, 500, and 1000
cycles) assuming a 128 entry ROB (architectural parameters will be described
in section 5). For a current 100 cycle latency, the loss due to the lack of in-flight
instructions is not enormous, but the loss for a 1000 cycle latency indeed it is.
Notice that the slowdown observed in this figure from 100 cycle to 1000 cycle is
almost 3 times.
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Fig. 1. Effect on IPC of unbounded resources for SPEC2000 fp applications

A well known microarchitectural solution to cope with this problem is to
increase the amount of maximum number of in-flight instructions that the pro-
cessor can handle. More instructions means that the halting will start later,
thus affecting less overall performance, or not happen at all. Besides, increas-
ing the availability of instructions to issue, increases the probability of finding
independent instructions, thus also increasing IPC [11].

In order to increase the amount of in-flight instructions we must increase the
capability of several resources that directly depend on the number of in-flight
instructions, the most important ones being the ROB, the instruction queues
and the physical registers. We will start our digression describing the problems
of the re-order buffer (ROB). This structure keeps the state of each instruction
since it gets prepared for execution (normally just after renaming) until it reaches
commit stage and updates the architectural state of the machine. In the case of a
1000 cycle latency to memory and a 4 way processor, and assuming we would like
not to halt the processor, this would mean at least a four thousand entry ROB.
Several authors have pointed out the criticality of this resource [22]. Simply up-
sizing this structure will not be feasible technologically, which motivates us to
look for other type of solutions. Unfortunately, this is not our only problem.

In-flight instructions not only live in the ROB. After the decode stage they
also get inserted into Instruction Queues (IQ) where they wait until execution.
Normally the instruction queues are divided depending on the type of the instruc-
tion, which leads to a more clustered and effective microarchitecture. Unfortu-
nately, the handling of this IQs is even more critical than that of the ROB. Each
cycle the tags of the destination registers of instructions that have finished must
be compared against each of the source registers from each instruction in the
IQ. This process, called wakeup logic, determines which instructions are ready
to get executed. Another process, called selection logic, determines which ready
instructions get selected and are effectively issued to their respective functional
units and which remain in the IQ.

Having more in-flight instructions means having bigger and more complex
IQs. This is specially true in our missing load scenario, since many of the in-



12 Adrián Cristal et al.

structions will depend on the missing load and will consume entries of their
respective queues for a long time. Palacharla et al [23] showed how the wakeup
and selection logic of instruction queues is on the critical path and may eventu-
ally determine processor cycle time. Several authors have presented techniques
which take into account the complexity problem of IQs and handle it in inno-
vative and intelligent ways [3, 29]. Lately [14] and [2] have proposed techniques
that tackle the problem of large IQs derived from processors with a high number
of in-flight instructions.

Another resource which is dependent on the amount of in-flight instructions
is the amount of physical registers [8]. Just after fetching instructions, these
go through a process of decoding and renaming. Renaming is the process of
changing the logical names of the registers used by instructions for the names of
physical registers [30]. Each destination logical register is translated into a new
physical register and source registers get translated to whatever register was
assigned to the destination register of their producer. This exposes more ILP
since false dependencies1 and certain hazards such as write after write (WAW)
get handled in an elegant way.

Physical register lives start in the decode stage of the instruction that de-
fines the value that that particular register will contain. The liberation of this
resource must take place when all dependent instructions have already read the
value. Since the determination of this particular moment in time is very difficult,
microarchitectures conservatively free it when the following instruction that de-
fines the same logical register becomes the oldest, since by then all dependent
instructions from the prior definition of that logical register must have read their
value. When a missing load stalls the commit of instructions, register lives get
extended, thus increasing the necessity for physical registers.

Unfortunately, increasing physical registers is not simple nor inexpensive.
Several studies [1, 24] show that the register file is in the critical path, and
others [31] state that register bank accounts for a 15% to a 20% of overall power
consumption.

At this point of our analysis it must be clear that simply up-sizing critical
structures is not a feasible solution to tolerate memory latency. Nevertheless, we
must not disdain the performance benefits that this increase brings. In Fig. 1
we can see the IPC obtained in our machine with a memory latency of 1000
cycles to main memory relative to the amount of resources. Each group of four
bars presents rightmost the IPC obtained supposing perfect L2 cache, while the
other three bars show the IPC when one of the three resources (ROB size, IQ
size and number of physical registers) is limited to the amount shown on the
X axis while the other two are supposed unbounded. The first conclusion we
may draw from these results is how tightly coupled these three resources are.

1 False dependencies occur when two instructions define the same logical register. In
microarchitectures without renaming, both instructions get to use the same resource
and the second instruction may not start until the first one and all its dependents
have finished. Renaming solves this constraint by assigning different physical regis-
ters to both dependence chains.
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Unbounding any two of them does not increase performance, since the remaining
one becomes the bottleneck. Solutions to any of these three hurdles, although in
many cases presented separately, will always need solutions to the other two to
become effective.

From these numbers it is clear that the ratio between the amount of physical
registers, the amount of IQ entries and the amount of ROB entries should not
be the unity. Since not all instructions define registers and not all instructions
in the ROB are actually using an IQ entry, the necessary amount of these two
resources should be smaller than that of the ROB. This can be seen in the figure
by noticing that the bar where the ROB is limited to the resource size is the
worse of the three.

The most important conclusion that we can get from Fig. 1, which motivates
our present discussion, is the fact that increasing the amount of in-flight in-
structions (which is achieved by augmenting the necessary resources) effectively
allows to tolerate the latency from main memory, as expected. The results of
Fig. 1 show how for a 1000 cycle latency, 4096 entries in the ROB practically
achieves a performance close to the perfect L2 behavior.

The scenarios and the results explained in this paper are not exclusive of
numerical applications, but also of integer applications. Unfortunately, integer
applications also suffer from other bottlenecks such as branch mis-speculation
and pointer chasing problems which are out of the scope of this paper. Discussion
about these problems can be found in [13, 28].

Having reached this point in our discussion, it seems clear that although
increasing in-flight instructions clearly delivers outstanding performance for nu-
merical applications considering future memory latencies, it is not feasible to up
size resources to achieve this goal. We need a different approach to this problem
[4], and this approach is motivated from the results of Figs. 2 and 3.

In these figures we can see the breakdown of the resource usage on FP ap-
plications. In Fig. 2 we can see the relation between the number of in-flight
instructions and the necessary entries in the FP instruction queue for a 4 way
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Fig. 3. Breakdown of FP Registers usage on FP applications

processor with 2048 entries in the ROB and a memory latency of 500 cycles. The
x-axis is not linear. Instead we have also computed in average how much time of
the total time did the number of in-flight instructions behave in a particular way.
For example, we can see that on average a 25% of the time the number of in-
flight instructions was less than 1382, on average a 50% of the time this number
was less than 1607 and so on. The motivating part of figure is the fact that we
have not only computed the amount of to-be-issued instructions with respect to
the amount of in-flight instructions, but rather, we have divided the to-be-issued
instructions into two different types, those depending on instructions which are
going to be ready shortly, and those depending on instructions with very long
latency. Of course, long latency instructions are those that have missed on L2
or any dependent instruction on them. As can be seen from Fig. 2, the amount
of dependents on long latency instructions, tagged blocked long, in the figure
is much bigger than that of the soon to be ready. The motivation behind our
present discussion is obvious. Why consume critical resources for long latency
instructions? It seems that a small number of entries in the FP queue will be
able of handling the soon to be ready instructions.

Something similar can be read from Fig. 3. In it the x-axis follows the same
behavior, indicating the amount of in-flight instructions and the percentile dis-
tribution over time. The y-axis accounts for the amount of necessary physical
registers to cope with that amount of in-flight instructions. Again, we have classi-
fied physical register usage depending on their nearness to be used. Live registers
are those that presently have values computed. Blocked-short are registers which
do not yet have a value but depend on soon to be ready instructions and there-
fore their value is presumably going to be available soon. Blocked-long registers
are those that will eventually have a value but that will remain for a long time
without one. These are the registers associated with long latency instructions
and their dependents. Dead registers are those registers which have their values
computed, and that all their dependent instructions have already consumed it.
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Here again we can see something motivating. At any particular point, Dead
registers are not needed anymore2 and Blocked-long registers will be needed in
a future time. Therefore the amount of necessary registers at any point is much
smaller, ranging less than 300 for nearly 2K in-flight instructions.

In this paper we shall present a survey of different techniques that address
the problems of the ROB, the IQs and the physical registers. We will present
summaries of our work and the work of others and the philosophy behind them.
In section 2 we will address the problem of achieving very big ROBs. Following,
in section 3 we will describe certain mechanisms that try to virtually enlarge the
IQs with little cost. We shall also present in section 4 a survey of the different
solutions proposed in the field of registers, some of which have been specifically
been tailored to suit the case of Kilo-Instruction Processors. We will present brief
results for a combination of these mechanisms in section 5 and we will conclude
the paper in section 6.

2 Managing the Commit of Kilo-instruction Processors

The main purpose of the ROB is to enforce in-order commit, which is fundamen-
tal for microarchitectures with precise interrupts. The ROB allows the processor
to recover the state after each specific instruction, and this means not only the
state of the registers, but also the memory state, since stores only update mem-
ory when they get committed. Fortunately, recoveries are rare when compared
to the amount of instructions. Recoveries may happen due to two causes, excep-
tions or mis-speculations. The former is highly unpredictable: a page miss, an
illegal division, etc. The latter may only happen on speculated instructions, such
as branches or memory operations incorrectly disambiguated3. Why not just try
to honor the famous motto Improve the common case [11] and execute normal
instructions as if they would never except nor be part of any mis-speculation?

This motivation is the one followed in [6], although initial work on checkpoint-
ing was made by [12]. As far as we know, [6] is the first approach to substitute
the need for a large ROB with a small set of microarchitectural checkpoints.

Once instructions finish their execution, the processor can free the resources
that the instruction is not going to need anymore. The processor does not need
to wait for preceding instructions to finish. Of course, this heavily relies on
the improbability of needing to return to this specific moment in the state of
the machine. The processor is acting as if the state of the machine changed
every group of executed instructions, instead of after each instruction as the
Architecture mandates.
2 In reality they are needed, since precise interrupts must still be taken care of. Nev-

ertheless, we will speak freely using the verb need to mean that they are not to be
treated with the same urge, i.e. they are not needed shall be understood as they are
not required to be accessed every cycle.

3 We recognise that many other types of speculation exist and have been published
in the literature. Nevertheless, the two most common types are the ones we shall
discuss and the philosophy can easily be extended to cover other cases.
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Nevetheless, the functionality for returning to a precise state of the proces-
sor is still available. If any kind of error, i.e. mis-speculation, exception, . . . ,
happened, the processor needs only to return to the previous checkpoint to the
error and proceed after that, either inserting checkpoints after each instruction,
in a step-by-step way, or if it remembered the excepting instruction, by tak-
ing a checkpoint at it. This re-execution of extra instructions is detrimental
to performance. The total amount of extra re-execution can be minimised if the
heuristics for taking checkpoints in the first place are driven to the most common
mis-speculated instructions.

As instructions de-allocate their resources when they finish rather than wait-
ing for all preceding instructions to finish, this mechanism has been called Out-
of-Order Commit [5]. The name is somehow misleading, since the state of the
machine is not modified at all. Only when the whole set of instructions belong-
ing to a checkpoint finish, and the checkpoint is the last one, the state of the
machine is modified. The checkpoints are thus committed in-order, respecting
ISA semantics and interruption preciseness. The authors name this coupling
of an out-of-order commit mechanism for instructions and an in-order commit
mechanism for checkpoints as a Hierarchical Commit mechanism.

In [5, 6] different heuristics are given for taking checkpoints. In [6] the authors
analyse the impact of having loads as the checkpoint heads. Later, in [5] branches
are shown to be good places for taking checkpoints. This seems intuitive since
the biggest number of mis-speculations happen at branches. Nevertheless tak-
ing a checkpoint at every branch is not necessary nor efficient. Many branches
resolve very early. So, adjacent checkpoints can be merged to minimise the num-
ber of checkpoint entries and increase the average number of instructions per
checkpoint. Another solution proposed is to delay the taking of the branch with
some sort of simple ROB structure which holds the last n instructions. This
pseudo-ROB structure would hold the state for the n newest instructions and
decrease the need for so many checkpoints. Both papers have pointed out that
the analysis and determination of where to take checkpoints is not a simple task,
since it must combine the correct use of resources with the minimisation of re-
covery procedures. Further analysis should be expected in this field. In section 5
we will discuss the sensibility of certain parameters related to this mechanism.

3 Managing the Issue of Kilo-instruction Processors

Probably the simplest classification for instruction in Kilo-Instruction Processors
is to consider that an instruction may be a slow one or a fast one (cf. Fig. 2). Slow
instructions are those that depend on long latency instructions, such as loads
that miss on L2 cache or long floating point operations. Issuing an instruction
is not simple at all, and treating these slow instructions with unknown latencies
increases the complexity for the whole set of instructions. Several studies have
addressed this particular problem [3, 9, 20, 23, 29] and more specifically three
of them [2, 5, 14] stand out with proposals on how to modify the instruction
queues in order to tolerate the problems caused by bigger latencies.
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[14] presents a mechanism for detecting long latency operations, namely loads
that miss in L2. Dependent instructions from this load are then moved into a
Waiting Instruction Buffer (WIB) where the instructions reside until the com-
pletion of the particular loads. In order to determine if an instruction depends
on the load or not, the wakeup logic of the window is used to propagate the
dependency. The selection logic is used to select the dependent instructions and
send them into the WIB, which acts as a functional unit. This mechanism is
very clever, but we believe that using the same logic for two purposes, puts
more pressure on a logic which is on the critical path anyway [23]. Besides, the
WIB contains all instructions in the ROB, which the authors consider not to be
on the critical path. This way they supposedly simplify the tracking of which
missing load instructions each of the WIB instructions depends on. [14] has been
a pioneer in this field, among the first to propose solutions, but we believe that
certain decisions in how the mechanism behaves will not be able to scale. The
WIB structure is simpler than the IQ it replaces but still very complex to scale
to the necessities of 10K in-flight instruction processors. Besides, the tracking of
dependencies on the different loads is done orthogonally to all the outstanding
loads which we believe may be another cause of not scaling correctly.

In [2] the authors propose a hierarchical instruction window (HSW) mecha-
nism. This mechanism has two scheduling windows, one big and slow and another
one smaller but faster. Each one of them has its own scheduler that schedules
instructions indepently. This distribution forces the hardware to duplicate the
number of functional units. Besides the managing of the register accesses is rather
complex due to this clusterisation. The important thing about this mechanism
is that all instructions are decoded and initially sent to the slow instruction win-
dow. Long latency instructions and their dependents are considered more critical
and are then prioritised by moving them into the small and fast. The rationale
behind this is that instructions on the critical path should finish as soon as pos-
sible. The rest of instructions can pay the penalty imposed by the slower and
bigger instruction window. Notice how this mechanism is conceptually opposed
to the one presented in [14] although both try to achieve the same.

Another reference that proposes a mechanism to handle the complexity and
necessities of instruction queues for Kilo-Instruction Processors is [5]. This mech-
anism is conceptually nearer to that of [14] than to the one presented in [2]. It
differs from it, however, in its complexity. This mechanism has been devised to
scale further than the one presented in [14]. First of all, in order to simplify the
detection of long latency loads and dependents it uses a pseudo-ROB structure
which tracks the last n instructions. When leaving this structure (which can be
easily coupled with the newest part of the ROB if the microarchitecture has one)
instructions are analysed to see if they are a missing load or dependent on one.
This dependency tracking is easier and does not need a wake-up or selection
logic. If the instruction is a slow one, it is moved from the IQ4 into a Slow Lane

4 Microarchitecturally it would be simpler to invalidate entries in the IQ and to in-
sert into the SLIQ from the pseudo-ROB, but for clarity in the explanation the
instructions are assumed to move from the IQ to the SLIQ.
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Instruction Queue (SLIQ) where it will wait until the missing load comes from
main memory.

In order to manage several missing loads, instead of having more complexity
in the SLIQ, the authors propose to treat instructions linearly. Each load has
a starting point in this FIFO like structure and once it finishes it starts to
move instructions from the SLIQ to the small and fast IQ. This is done at
the maximum pace of 4 instructions per cycle with the starting penalty of 4
cycles, in our simulations. The instructions are re-introduced to the fast IQ when
their source operands no longer depend on long latency instruction. However, it
could happen that a second long latency load is resolved while the instructions
dependent on the first one are still being processed. Two different situations can
happen: first, if the new load is younger than the instructions being processed,
it will be found by the wakening mechanism. After that, the mechanism could
continue, placing the instructions dependent on any of the two loads in the
instruction queues. Second, if the new load is older that the instructions being
processed, it will not be found by the wakening process, so a new wakening
process should be started for the second load. Extra penalty in the re-insertion
seems not to affect performance, which leaves a margin for the consequences of
the potential complexity of this SLIQ [5]. Finally, an additional advantage of the
pseudo-ROB is reducing the misprediction penalty of branch instructions. Since
our out-of-order commit mechanism removes the ROB, mispredicted branches
force the processor to return up to the previous checkpoint, which is potentially
some hundred instructions behind. The information contained in the pseudo-
ROB allows to recover from branch mispredictions without needing to use a far
checkpoint, whenever the branch instruction is still stored in the pseudo-ROB.

4 Managing the Dataflow Necessities
of Kilo-instruction Processors

Decreasing the lifetime of registers has been a hot topic for over 10 years now.
As explained in section 1, the motivation behind all this research is to diminish
the impact that the register file and the renaming have on performance, which is
very important as has been stated in several papers [1, 21, 23, 27, 32]. In many
cases the authors propose to microarchitecturally modify the register structure
to scale better for current or future processor generations [7, 16, 19, 24, 25].
In other cases, the authors propose to modify the renaming strategy to limit
the amount of live registers at any moment and therefore decrease the long term
necessities of the processor. All this can be accomplished due to the classification
of different types of registers shown in Fig. 3.

A good example of this last type of research is presented in [21]. This paper
is the first to our knowledge that proposes to recycle registers as soon as they
have been fully and irreversibly superseded by the renaming logic, as opposed to
waiting for instruction retirement. In order to be able of doing this, the microar-
chitecture keeps a per-register bookkeeping count of consumers of the register
not yet executed. When a particular register has been unmapped, i.e. the logi-
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cal has been mapped to another physical, and all its consumers have read the
particular value, the mechanism is able to reuse this particular register for other
purposes.

Solutions for delaying register allocation have also been presented in the lit-
erature prior to the research for Kilo-Instruction Processors, such as [10, 32].
These proposals require deadlock avoidance mechanisms. They also incur in a
complexity penalty for Kilo-Instruction Processors5 which makes them unsuit-
able for us. In the case that a particular instruction fails to secure a destination
register and needs to be re-executed, two alternatives appear: either it must be
kept in the IQ throughout its execution or the IQ must be augmented to admit
re-insertion of instructions.

More recent papers have addressed partially the problem de-allocating re-
sources in Kilo-Instruction Processors. One of them is [19] where the authors
propose Cherry, a hybrid checkpoint/ROB-based mechanism that allows early
recycling of multiple resources. They use the ROB to support speculative ex-
ecution and precise interrupts, and state checkpointing for precise exceptions.
They identify the instructions not subject to mis-speculation and apply early
recycling of load/store queue entries and registers. This mechanism does not go
beyond unresolved branches or speculative loads, which limits its scope.

Other papers have made proposals to recycle registers based on compiler
support and/or special ISA instructions, most notably [15–17]. We find these
mechanisms very interesting but in this paper we have limited our scope to mi-
croarchitectural solutions which do not need to change the ISA or the compiler.

A new proposal specifically targeted for Kilo-Instruction Processors is the
one presented in [18], which is called Ephemeral Registers. This mechanism
proposes an aggressive register recycling mechanism which combines delayed
register allocation and early register recycling in the context of Kilo-Instruction
Processors.

The mechanism has been tailored to support fast recovery from mis-specu-
lations while supporting precise exceptions and interrupts. This is accomplished
by combining these mechanisms with only one checkpointing, which allows the
processor to non-conservatively deallocate resources. This is specially important
in Kilo-Instruction Processors since these processors rely heavily on speculation
mechanism to extract parallelism. This paper is also the first proposal that
integrates both a mechanism for delayed register allocation and early register
recycling and analyses the synergy between them. With respect to [10] they
opt for assigning resources during the issue stage rather than in the writeback
since this simplifies the design. The mechanism tries to secure a register within
a few cycles after issue. During these cycles, the instruction keeps its IQ entry.
If successful, the IQ entry is released; if unsuccessful, it is squashed and, since it
retains its entry in the IQ, can be retried later.

5 Of course the authors solution was not intended for Kilo-Instruction Processors and
their solutions perfectly fit the problems addressed in their respective papers.
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5 Experimental Results

In this section we shall present some experimental results of some of the tech-
niques presented in the previous sections. The benchmark suite used for all the
experiments is SPEC2000fp, averaging over all the applications in the set. All
benchmarks have been simulated 300 million representative instructions, where
representativeness has been determined following [26]. The simulator targets a
superscalar out-of-order microarchitecture which fetches, issues and commits a
maximum of 4 instructions per cycle. The branch predictor assumed is a 16K
history gshare with a penalty in case of misprediction of 10 cycles. The memory
hierarchy has separate instruction and data first level of cache (L1), each with
32Kb 4way and 2 cycles of hit access. The second level of cache (L2) is unified
for data and instructions and its size is 512Kb with 10 cycles in case of a hit.
Notice that in this description of the architecture we have intentionally omitted
the most commons parameters, sizes of the IQs, size of the re-order buffer, la-
tency to main memory and number of physical registers. Since our experiments
deal exactly with these parameters, each one of the figures will detail the exact
assumptions of the results presented.

In Fig. 4 we can see the IPC obtained with different numbers of checkpoints
using the technique presented in [5] and explained in 2. The limit bar shows
IPC results obtained when considering ROB of 4096 entries, which is microar-
chitecturally unfeasible. This limit helps us show how near we are of a pseudop-
erfect mechanism which does not take into account complexity. Having only 4
checkpoints produces just a 20% slowdown. If we increase to 8 checkpoints this
slowdown decreases to only 9% and from 32 onwards the slowdown is just a 6%.
This 6% slowdown with 256 times less entries is clearly spectacular.

Figure 5 presents results for the technique called Slow Lane Instruction Queu-
ing presented in [5] and explained in section 3. The experiments show the IPC
obtained on average by all the SPEC2000fp applications when executed under
different architectural configurations. The three bars of each group show the
IPC when the IQ size ranges from 32 to 128. It is remarkable that in each group
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of bars the 64 entry bar nearly achieves the same IPC as the 128 one. This is
because with this mechanism having 64 entries is enough to extract enough par-
allelism with out forcing the processor to stall. It can also be seen that in order
to tolerate higher latencies to main memory the SLIQ must be bigger.

Figure 6 presents a combination of the three different techniques from pre-
vious figures, i.e. SLIQ, Out-of-Order Commit and Ephemeral registers. These
three different techniques were coupled together in a simulator which assumed
a 64 entry pseudo-ROB and IQs of 128 entries. The figure is divided into three
zones, each of them comprising the results for each of the memory latencies used
throughout this paper (100, 500 and 1000). Each group is composed of three
groups of two bars each. Each of the groups assumes an increasing amount of
Virtual Registers. The two bars of each group represent the IPC with 256 or 512
physical registers. Besides each zone has two lines which represent the perfor-
mance obtained with the baseline (with 128 ROB entries) and the performance
obtained by a Limit microarchitecture where all the resources have been up-sized
with no constraints. Of course this Limit microarchitecture is unfeasible, but it
helps us understand how well our mechanisms are behaving, since it acts as an
upper bound.

Figure 6 shows some interesting points. First of all it allows to see how the
combination of these three orthogonal techniques work. Another conclusion that
we can see is that there is still room for improvement with 1000 cycles or more.
We can notice how the mechanisms nearly saturate at 500 cycles. For this latency
having 1024 Virtual tags is nearly as having 2048, while in the 1000 latency zone
we can see that the growth trend is far from saturating. This enforces us in the
belief that Kilo-Instruction Processors with more in-flight instructions will still
yield benefits.
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Fig. 6. IPC results of the combination of mechanisms (SLIQ, Out-of-Order Commit,
Ephemeral registers) with respect to the amount of Virtual Registers, the memory
latency and the amount of physical registers

6 Conclusions

The ever increasing difference between processor and memory speed is making
the latter appear farther with each new processor generation. Future microar-
chitectures are expected to have 500 cycles to main memory or even more. In
order to overcome this hurdle, more in-flight instructions will be needed to main-
tain ILP in the events of missing load instructions. Although recent history has
shown how an increase in the number of in-flight instructions helps tolerate this
increasing latency, it has also pointed out the limitations that simply up-sizing
the critical resources has on cycle time and thus on performance.

The resources that directly depend on the amount of in-flight instructions are
the re-order buffer, the instructions queues and the amount of physical registers
available. In this paper we have shown that these critical resources are under-
utilised, and we have presented a survey of different techniques that accomplish
the task of allowing thousands of in-flight instructions at reasonable cost. We
have also shown that this pursuit is beneficial for performance and that it is at-
tainable in a near future. We have also shown how a subset of all the techniques
described act together forming a synergy.
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dad Politécnica de Cataluña, Department of Computer Architecture, July 2003.

5. A. Cristal, D. Ortega, J.F. Mart́ınez, J. Llosa, and M. Valero. Out-of-order com-
mit processors. Technical Report UPC-DAC-2003-44, Universidad Politécnica de
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